
 129

Diff erence-in-Diff erences

Evaluating a Program When the Rule of 
Assignment Is Less Clear

The three impact evaluation methods discussed up to this point— 
randomized assignment, instrumental variables (IV), and regression dis-
continuity design (RDD)—all produce estimates of the counterfactual 
through explicit program assignment rules that the evaluation team knows 
and understands. We have discussed why these methods off er credible 
estimates of the counterfactual with relatively few assumptions and condi-
tions. The next two types of methods—diff erence-in-diff erences (DD) and 
matching methods—off er the evaluation team an additional set of tools 
that can be applied when the program assignment rules are less clear or 
when none of the three methods previously described is feasible. Both dif-
ference-in-diff erences and matching are commonly used in this case; how-
ever, both also typically require stronger assumptions than randomized 
assignment, IV, or RDD methods. Intuitively, if we do not know the pro-
gram assignment rule, we have an additional unknown in our evaluation, 
about which we need to make assumptions. Since the assumptions we 
make are not necessarily true, using diff erence-in-diff erences or matching 
may not always provide reliable estimates of program impacts.

CHAPTER 7
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The Difference-in-Differences Method

The diff erence-in-diff erences method compares the changes in outcomes 
over time between a population that is enrolled in a program (the treatment 
group) and a population that is not (the comparison group). Take, for exam-
ple, a road repair program that is carried out at the district level but cannot 
be randomly assigned between districts and is also not assigned based on an 
index with a clearly defined cutoff  that would permit a regression disconti-
nuity design. District boards can decide to enroll or not enroll in the pro-
gram. One of the program’s objectives is to improve access of the population 
to labor markets, and one of the outcome indicators is the employment rate. 
As discussed in chapter 3, simply observing the before-and-after change in 
employment rates for districts that enroll in the program will not capture 
the program’s causal impact because many other factors are also likely to 
influence employment over time. At the same time, comparing districts that 
enrolled and did not enroll in the road repair program will be problematic if 
unobserved reasons exist for why some districts enrolled in the program 
and others did not (the selection bias problem discussed in the enrolled ver-
sus not-enrolled scenario).

However, what if we combined the two methods and compared the 
before-and-after changes in outcomes for a group that enrolled in the 
 program with the before-and-after changes for a group that did not enroll in 
the program? The diff erence in the before-and-after outcomes for the 
enrolled group—the first diff erence—controls for factors that are constant 
over time in that group, since we are comparing the same group to itself. But 
we are still left with the factors that vary over time (time-varying factors) for 
this group. One way to capture those time-varying factors is to measure the 
before-and-after change in outcomes for a group that did not enroll in 
the program but was exposed to the same set of environmental conditions—
the second diff erence. If we “clean” the first diff erence of other time-varying 
 factors that aff ect the outcome of interest by subtracting the second diff er-
ence, then we have eliminated a source of bias that worried us in the sim-
ple before-and-after comparisons. The diff erence-in-diff erences approach 
does what its name suggests. It combines the two counterfeit estimates 
of  the counterfactual (before-and-after comparisons, and comparisons 
between those who choose to enroll and those who choose not to enroll) to 
produce a better estimate of the counterfactual. In the example of the road 
repair program, the DD method might compare the changes in employment 
before and after the program is implemented for individuals living in dis-
tricts that enrolled in the  program with the changes in employment in dis-
tricts that did not enroll in the program.

Key Concept
Difference-in-
differences compares 
the changes in 
outcomes over time 
between units that are 
enrolled in a program 
(the treatment group) 
and units that are not 
(the comparison 
group). This allows us 
to correct for any 
differences between 
the treatment and 
comparison groups 
that are constant over 
time.
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It is important to note that what we are estimating here is the counter-
factual for the change in outcomes for the treatment group: our estimate 
of this counterfactual is the change in outcomes for the comparison 
group. The treatment and comparison groups do not necessarily need to 
have the same conditions before the intervention. But for DD to be valid, 
the comparison group must accurately represent the change in outcomes 
that would have been experienced by the treatment group in the absence 
of treatment. To apply diff erence-in-diff erences, it is necessary to mea-
sure outcomes in the group that receives the program (the treatment 
group) and the group that does not (the comparison group), both before 
and after the program. In box 7.1, we present an example where the 
DD  method was used to understand the impact of electoral incentives 
on  implementation of a cash transfer program in Brazil and on school 
 dropout rates.

Figure 7.1 illustrates the diff erence-in-diff erences method for the 
road repair example. Year 0 is the baseline year. In year 1, a treatment 
group of districts enrolls in the program, while a comparison group 

Box 7.1: Using Difference-in-Differences to Understand the Impact 
of Electoral Incentives on School Dropout Rates in Brazil

In an empirical study on local electoral incen-
tives, De Janvry, Finan, and Sadoulet (2011) 
examined the impacts of a conditional cash 
transfer (CCT) in Brazil. The Bolsa Escola 
 program gave mothers in poor households 
a monthly stipend conditional on their 
 children’s school attendance. The CCT was 
a  federal program similar to Mexico’s 
Oportunidades (see boxes 1.1 and 4.2), but it 
was decentralized to the municipal level. 
Municipal governments were responsible for 
identifying benefi ciaries and implementing 
the program.

Using the difference-in-differences method, 
De Janvry, Finan, and Sadoulet estimated the 
impact of the program on school dropout rates. 
They found notable variation in the  program’s 
performance across municipalities. To explore 

this variation, the researchers compared the 
improvement in school dropout rates in 
municipalities with fi rst-term versus second-
term mayors. Their hypothesis was that, since 
Brazil has a two-term limit for local politi-
cians, fi rst-term mayors are concerned about 
 reelection and therefore act differently than 
second-term mayors who do not have such 
concerns.

Overall, the program successfully reduced 
school dropout rates by an average of 8 per-
cent for benefi ciaries. The researchers found 
that the program’s impact was 36 percent 
larger in municipalities with fi rst-term may-
ors. Their conclusion was that reelection con-
cerns incentivized local politicians to increase 
their effort in implementing the Bolsa Escola 
program.

Source: De Janvry, Finan, and Sadoulet 2011.
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of  districts is not enrolled. The outcome level (employment rate) for 
the treatment group goes from A, before the program starts, to B after 
the program has started, while the outcome for the comparison 
group goes from C, before the program started, to D, after the program 
has started.

You will remember our two counterfeit estimates of the counterfactual: 
the diff erence in outcomes before and after the intervention for the treat-
ment group (B − A) and the diff erence in outcomes after the intervention 
between the treatment and comparison groups (B − D). In diff erence-in-
diff erences, the estimate of the counterfactual is obtained by computing the 
change in outcomes for the comparison group (D − C), and then subtracting 
this from the change in outcomes for the treatment group (B − A). Using the 
change in outcomes for the comparison group as the estimate of the coun-
terfactual for the change in outcomes for the treatment group is akin to 
assuming that, had the enrolled group not participated in the program, their 
outcome would have evolved over time along the same trend as the nonen-
rolled group: that is, the change in outcome for the enrolled group would 
have been from A to E, as shown in fi gure 7.1.

In summary, the impact of the program is simply computed as the diff er-
ence between two diff erences:

DD impact = (B − A) − (D − C) = (0.74 − 0.60) − (0.81 − 0.78) = 0.11.

Figure 7.1 The Difference-in-Differences Method 

Note: All differences between points should be read as vertical differences in outcomes on the 
 vertical axis.
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The relationships presented in figure 7.1 can also be presented in a 
simple table. Table 7.1 disentangles the components of the diff erence-in-
diff erences estimates. The first row contains outcomes for the treatment 
group before the intervention (A) and after the intervention (B). The 
before-and-after comparison for the treatment group is the first diff er-
ence (B − A). The second row contains outcomes for the comparison 
group before the intervention (C) and after the intervention (D), so the 
second diff erence is (D − C).

The diff erence-in-diff erences method computes the impact estimate as 
follows:

1. We calculate the diff erence in the outcome (Y) between the before and 
after situations for the treatment group (B − A).

2. We calculate the diff erence in the outcome (Y) between the before and 
after situations for the comparison group (D − C).

3. Then we calculate the diff erence between the diff erence in outcomes 
for the treatment group (B − A) and the diff erence for the comparison 
group (D − C), or diff erence-in-diff erences (DD) = (B − A) − (D − C). This 
 diff erence-in-diff erences is our impact estimate.

We could also compute the diff erence-in-diff erences the other way across: 
fi rst calculating the diff erence in the outcome between the treatment and 
the comparison group in the after situation, then calculating the diff erence 
in the outcome between the treatment and the comparison group in the 
before situation, and fi nally subtracting the latter from the former.

DD impact = (B − D) − (A − C) = (0.74 − 0.81) − (0.60 − 0.78) = 0.11.

Table 7.1 Calculating the Difference-in-Differences (DD) Method

After Before Difference

Treatment/enrolled B A B − A

Comparison/nonenrolled D C D − C

Difference B − D A − C DD = (B − A) − (D − C)

After Before Difference

Treatment/enrolled 0.74 0.60 0.14

Comparison/nonenrolled 0.81 0.78 0.03

Difference −0.07 −0.18 DD = 0.14 − 0.03 = 0.11
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Key Concept
Instead of comparing 
outcomes between the 
treatment and 
comparison groups 
after the intervention, 
the difference-in-
differences methods 
compares trends 
between the treatment 
and comparison 
groups.

How Is the Difference-in-Differences Method 
Helpful?

To understand how diff erence-in-diff erences is helpful, let us start with our 
second counterfeit estimate of the counterfactual discussed in chapter 3, 
which compared units that were enrolled in a program with those that were 
not enrolled in the program. Remember that the primary concern with this 
comparison was that the two sets of units may have had diff erent character-
istics and that it may be those characteristics—rather than the program—
that explain the diff erence in  outcomes between the two groups. The 
unobserved diff erences in  characteristics were particularly worrying: 
by definition, it is impossible for us to include unobserved characteristics 
in the analysis.

The diff erence-in-diff erences method helps resolve this problem to 
the extent that many characteristics of units or individuals can reason-
ably be assumed to be constant over time (or time-invariant). Think, for 
example, of observed characteristics, such as a person’s year of birth, a 
region’s location close to the ocean, a town’s climate, or a father’s level of 
education. Most of these types of variables, although plausibly related to 
outcomes, will probably not change over the course of an evaluation. 
Using the same reasoning, we might conclude that many unobserved 
characteristics of individuals are also more or less constant over time. 
Consider, for example, personality traits or family health history. It 
might be plausible that these intrinsic characteristics of a person would 
not change over time.

Instead of comparing outcomes between the treatment and compari-
son groups after the intervention, the diff erence-in-diff erences method 
compares trends between the treatment and comparison groups. The 
trend for an individual is the diff erence in outcome for that individual 
before and after the program. By subtracting the before outcome situation 
from the after situation, we cancel out the eff ect of all of the characteris-
tics that are unique to that individual and that do not change over time. 
Interestingly, we are canceling out (or controlling for) not only the eff ect 
of observed time-invariant characteristics, but also the eff ect of unob-
served time-invariant characteristics, such as those mentioned. Box  7.2 
describes a study that used the diff erence-in-diff erences method to esti-
mate the impact of increased police presence on incidences of car theft in 
Buenos Aires.
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The “Equal Trends” Assumption in 
Difference-in-Differences

Although diff erence-in-diff erences allows us to take care of diff erences 
between the treatment and comparison groups that are constant over time, 
it will not help us eliminate the diff erences between the treatment and com-
parison groups that change over time. In the example of the road repair pro-
gram, if treatment areas also benefit from the construction of a new seaport 
at the same time as the road repair, we will not be able to separate out the 
eff ect from the road repair and from the seaport construction by using a 
diff erence-in-diff erences approach. For the method to provide a valid esti-
mate of the counterfactual, we must assume that no such time-varying dif-
ferences exist between the treatment and comparison groups.

Another way to think about this is that in the absence of the program, 
the diff erences in outcomes between the treatment and comparison 

Box 7.2: Using Difference-in-Differences to Study the Effects of 
Police Deployment on Crime in Argentina

DiTella and Schargrodsky (2005) examined 
whether an increase in police forces reduced 
crime in Argentina. In 1994, a terrorist attack 
on a large Jewish center in Buenos Aires 
prompted the Argentine government to 
increase police protection for Jewish-affi liated 
buildings in the country.

Seeking to understand the impact of 
police presence on the incidence of crime, 
DiTella and Schargrodsky collected data on 
the number of car thefts per block in three 
neighborhoods in Buenos Aires before and 
after the terrorist attack. They then com-
bined this information with geographic data 
on the location of Jewish-affi liated institu-
tions in the neighborhoods. This study pre-
sented a different approach from typical 
crime regressions. Studies on the impact of 
policing often face an endogeneity problem, 

as governments tend to increase police 
presence in areas with higher crime rates. 
By contrast, the increase in police force 
deployment in Argentina was not related at 
all to the incidence of car thefts, so the study 
does not suffer this issue of simultaneous 
causality. DiTella and Schargrodsky were 
able to use the difference-in- differences 
method to estimate the impact of increased 
police presence on the incidence of car 
theft.

The results revealed a positive deterrent 
effect of police presence on crime; however, 
this effect was localized. In the blocks with 
Jewish-affi liated buildings that received police 
protection, car thefts decreased signifi cantly 
compared with other blocks: by 75 percent. The 
researchers found no impacts on car thefts one 
or two blocks away from protected buildings.

Source: DiTella and Schargrodsky 2005.
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groups would need to move in tandem. That is, without treatment, 
 outcomes would need to increase or decrease at the same rate in 
both groups; we require that outcomes display equal trends in the absence 
of treatment.

Of course there is no way for us to prove that the diff erences between the 
treatment and comparison groups would have moved in tandem in the 
absence of the program. The reason is that we cannot observe what would 
have happened to the treatment group in the absence of the treatment—in 
other words, we cannot observe the counterfactual.

Thus when we use the diff erence-in-diff erences method, we must 
assume that, in the absence of the program, the outcome in the treatment 
group would have moved in tandem with the outcome in the comparison 
group. Figure 7.2 illustrates a violation of this fundamental assumption. If 
outcome trends are diff erent for the treatment and comparison groups, then 
the estimated treatment eff ect obtained by diff erence-in-diff erences meth-
ods would be invalid, or biased. That’s because the trend for the comparison 
group is not a valid estimate of the counterfactual trend that would have 
prevailed for the treatment group in the absence of the program. As shown 
in figure 7.2, if in reality outcomes for the comparison group grow more 
slowly than outcomes for the treatment group in the absence of the pro-
gram, using the trend for the comparison group as an estimate of the coun-
terfactual of the trend for the treatment group leads to a biased estimate of 
the program’s impact; more specifi cally, we would overestimate the impact 
of the program.

Figure 7.2 Difference-in-Differences When Outcome Trends Differ
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Testing the Validity of the “Equal Trends” Assumption in 

Difference-in-Differences

Even though it cannot be proved, the validity of the underlying assumption 
of equal trends can be assessed. A fi rst validity check is to compare changes 
in outcomes for the treatment and comparison groups repeatedly before the 
program is implemented. In the road repair program, this means that we 
would compare the change in employment rate between treatment and com-
parison groups before the program starts: that is, between year −2 and year 
−1, and between year −1 and year 0. If the outcomes moved in tandem before 
the program started, we gain confidence that outcomes would have contin-
ued to move in tandem after the intervention. To check for equality of pre-
intervention trends, we need at least two serial observations on the  treatment 
and comparison groups before the start of the program. This means that the 
evaluation would require three serial observations: two pre-intervention 
observations to assess the preprogram trends, and at least one postinterven-
tion observation to assess impact with the diff erence- in- diff erences method.

A second way to test the assumption of equal trends would be to  perform 
what is known as a placebo test. For this test, you perform an additional 
 diff erence-in-diff erences estimation using a “fake” treatment group: that is, 
a group that you know was not aff ected by the program. Say, for example, 
that you estimate how additional tutoring for seventh-grade  students aff ects 
their probability of attending school, and you choose eighth-grade students 
as the comparison group. To test whether seventh and eighth graders have 
the same trends in terms of school attendance, you could test whether 
eighth graders and sixth graders have the same trends. You know that sixth 
graders are not aff ected by the program, so if you perform a diff erence-in-
diff erences estimation using eighth-grade students as the comparison group 
and sixth-grade students as the fake treatment group, you have to find a zero 
impact. If you do not, then the impact that you find must come from some 
underlying diff erence in trends between sixth graders and eighth graders. 
This, in turn, casts doubt on whether seventh graders and eighth graders 
can be assumed to have equal trends in the absence of the program.

A third way to test the assumption of equal trends would be to perform 
the placebo test not only with a fake treatment group, but also with a fake 
outcome. In the tutoring example, you may want to test the validity of 
using the eighth-grade students as a comparison group by estimating the 
impact of the tutoring on an outcome that you know is not aff ected by it, 
such as the number of siblings that the students have. If your diff erence- in-
diff erences estimation finds an impact of the tutoring on the number of 
siblings that the students have, then you know that your comparison group 
must be flawed.



138 Impact Evaluation in Practice

A fourth way to test the assumption of equal trends would be to perform 
the diff erence-in-diff erences estimation using diff erent comparison groups. 
In the tutoring example, you would first do the estimation using eighth-
grade  students as the comparison group, and then do a second estimation 
using sixth-grade students as the comparison group. If both groups are valid 
comparison groups, you would find that the estimated impact is approxi-
mately the same in both calculations. In boxes 7.3 and 7.4, we present two 
examples of a diff erence-in-diff erences evaluation that used a combination 
of these methods to test the assumption of equal trends.

Box 7.3: Testing the Assumption of Equal Trends: Water 
Privatization and Infant Mortality in Argentina

Galiani, Gertler, and Schargrodsky (2005) 
used the difference-in-differences method to 
address an important policy question: Does 
privatizing the provision of water services 
improve health outcomes and help alleviate 
poverty? During the 1990s, Argentina initiated 
one of the largest privatization campaigns 
ever, transferring local water companies to 
regulated private companies. The privatization 
process took place over a decade, with the 
largest number of privatizations occurring 
after 1995, and eventually reached about 30 
percent of the country’s municipalities and 60 
percent of the population.

The evaluation took advantage of that varia-
tion in ownership status over time to  determine 
the impact of privatization on under- age-fi ve 
mortality. Before 1995, the rates of child mor-
tality were declining at about the same pace 
throughout Argentina. After 1995, mortality 
rates declined faster in municipalities that had 
privatized their water services.

The researchers argued that, in this con-
text, the equal trends assumption behind 
 difference-in-differences is likely to hold true. 
In particular, they showed that no differences 
in child mortality trends are observed between 

the comparison and treatment municipalities 
before the privatization movement began. 
They also showed that the decision to priva-
tize was uncorrelated with economic shocks 
or historical levels of child mortality. They 
checked the strength of their fi ndings by car-
rying out a placebo test with a fake outcome: 
they distinguished those causes of child mor-
tality that are related water conditions, such 
as infectious and parasitic diseases, from 
those that are unrelated to water conditions, 
such as accidents and congenital diseases. 
They then tested the impact of privatization of 
water services separately for the two subsets 
of mortality causes. They found that privatiza-
tion of water services was correlated with 
reductions in deaths from infectious and para-
sitic diseases, but not correlated with reduc-
tions in deaths from causes such as accidents 
and congenital diseases.

In the end, the evaluation determined that 
child mortality fell about 8 percent in areas 
that privatized, and that the effect was largest, 
about 26 percent, in the poorest areas, where 
the expansion of the water network was the 
greatest. This study shed light on a number of 
important policy debates surrounding the 

(continued)
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Box 7.4: Testing the Assumption of Equal Trends: School 
Construction in Indonesia

Dufl o (2001) analyzed the medium- and long-
term impacts of a program to build schools in 
Indonesia on education and labor market out-
comes. In 1973, Indonesia embarked on a 
large-scale primary school construction pro-
gram and built more than 61,000 primary 
schools. To target students who had not 
 previously enrolled in school, the government 
allocated the number of schools to be con-
structed in each district in proportion to the 
number of unenrolled students in the district. 
Dufl o sought to evaluate the program’s 
impact on educational attainment and wages. 
Exposure to the treatment was measured 
by the number of schools in the region, and 
the treatment and comparison cohorts were 
identifi ed by the age when the program was 
launched. The treatment group was com-
posed of men born after 1962, as they would 
have been young enough to benefi t from the 
new primary schools that were constructed in 
1974. The comparison group was composed 
of men born before 1962 who would have 
been too old to benefi t from the program.

Dufl o used the difference-in-differences 
method to estimate the impact of the 
 program on average educational attainment 
and wages, comparing the differences in out-
comes among high- and low-exposure dis-
tricts. To show that this was a valid estimation 

method, she fi rst needed to test the assump-
tion of equal trends across districts. To test 
this, Dufl o used a placebo test with a fake 
treatment group. She compared the cohort 
ages 18–24 in 1974 with the cohort ages 
12–17. Since both of these cohorts were too 
old to benefi t from the new program, changes 
in their educational attainment should not be 
systematically different across districts. The 
estimate from this difference-in-differences 
regression was near zero. This result implied 
that educational attainment did not increase 
more rapidly before the program started in 
areas that would eventually become high- 
exposure districts than in low-exposure dis-
tricts. The placebo test also showed that the 
identifi cation strategy of relying on age at the 
time of school construction would work.

The evaluation found positive results on 
the educational attainment and wages of stu-
dents who had high exposure to the pro-
gram, meaning those who were under the 
age of eight when the schools were built. For 
these students, each new school constructed 
per 1,000 children was associated with a 
gain of 0.12 to 0.19 years in educational 
attainment and an increase of 3.0 percent to 
5.4 percent in wages. The program also 
increased the probability that a child would 
complete primary school by 12 percent.

Source: Dufl o 2001.

Box 7.3: Testing the Assumption of Equal Trends: Water Privatization and Infant Mortality 

in Argentina (continued)

privatization of public services. The research-
ers concluded that in Argentina, the regulated 
private sector proved more successful than 

the public sector in improving indicators of 
access, service, and most signifi cantly, child 
mortality.

Source: Galiani, Gertler, and Schargrodsky 2005.
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  Evaluating the Impact of HISP: Using 

Difference-in-Differences

Diff erence-in-diff erences can be used to evaluate our Health Insurance 
Subsidy Program (HISP). In this scenario, you have two rounds of data 
on two groups of households: one group that enrolled in the program, 
and another that did not. Remembering the case of the enrolled and non-
enrolled groups, you realize that you cannot simply compare the average 
health expenditures of the two groups because of selection bias. Because 
you have data for two periods for each household in the sample, you can 
use those data to solve some of these challenges by comparing the change 
in health expenditures for the two groups, assuming that the change in 
the health expenditures of the nonenrolled group reflects what would 
have happened to the expenditures of the enrolled group in the absence 
of the program (see table 7.2). Note that it does not matter which way you 
calculate the double diff erence.

Next, you estimate the eff ect using regression analysis (table 7.3). 
Using a simple linear regression to compute the simple diff erence-in-
diff erences estimate, you find that the program reduced household 
health expenditures by US$8.16. You then refine your analysis by adding 
additional control variables. In other words, you use a multivariate linear 
regression that takes into account a host of other factors, and you find the 
same reduction in household health expenditures.

Table 7.2 Evaluating HISP: Difference-in-Differences Comparison of Means

After 

(follow-up)

Before 

(baseline) Difference

Enrolled 7.84 14.49 −6.65

Nonenrolled 22.30 20.79 1.51

Difference DD = −6.65 − 1.51 = −8.16

Note: The table presents mean household health expenditures (in dollars) for enrolled and 
 nonenrolled households, before and after the introduction of HISP.

Table 7.3 Evaluating HISP: Difference-in-Differences with Regression Analysis

Linear regression Multivariate linear regression

Estimated impact on 
household health 
expenditures

−8.16**
(0.32)

−8.16**
(0.32)

Note: Standard errors are in parentheses. Signifi cance level: ** = 1 percent.
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 HISP Question 6

A. What are the basic assumptions required to accept this result from 
diff erence-in-diff erences?

B. Based on the result from diff erence-in-diff erences, should HISP be 
scaled up nationally?

Limitations of the Difference-in-Differences 
Method

Even when trends are equal before the start of the intervention, bias in the 
diff erence-in-diff erences estimation may still appear and go undetected. 
That’s because DD attributes to the intervention any diff erences in trends 
between the treatment and comparison groups that occur from the time 
intervention begins. If any other factors are present that aff ect the  diff erence 
in trends between the two groups and they are not accounted for in multi-
variate regression, the estimation will be invalid or biased.

Let us say that you are trying to estimate the impact on rice production of 
subsidizing fertilizer and are doing this by measuring the rice production of 
subsidized (treatment) farmers and unsubsidized (comparison) farmers 
before and after the distribution of the subsidies. If in year 1 there is 
a  drought that aff ects only subsidized farmers, then the diff erence-in- 
diff erences estimate will produce an invalid estimate of the impact of 
 subsidizing fertilizer. In general, any factor that disproportionately aff ects 
one of the two groups, and does so at the same time that the treatment group 
receives the treatment—and is not taken into account in the regression—has 
the potential to invalidate or bias the estimate of the impact of the program. 
Diff erence-in-diff erences assumes that no such factor is present.

Checklist: Difference-in-Differences

Diff erence-in-diff erences assumes that outcome trends are similar in the 
comparison and treatment groups before the intervention and that the only 
factors explaining diff erences in outcomes between the two groups are con-
stant over time, apart from the program itself.

¸ Would outcomes have moved in tandem in the treatment and compari-
son groups in the absence of the program? This can be assessed by using 
several falsifi cation tests, such as the following: (1) Are the outcomes in 
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the treatment and comparison groups moving in tandem before the 
intervention? If two rounds of data are available before the start of 
the program, test to see if any diff erence in trends appears between the 
two groups. (2) How about fake outcomes that should not be aff ected 
by the program? Are they moving in tandem before and after the start of 
the intervention in the treatment and comparison groups?

¸ Perform the diff erence-in-diff erences analysis using several plausible 
comparison groups. You should obtain similar estimates of the impact of 
the program.

¸ Perform the diff erence-in-diff erences analysis using your chosen treat-
ment and comparison groups and a fake outcome that should not be 
aff ected by the program. You should fi nd zero impact of the program on 
that outcome.

¸ Perform the diff erence-in-diff erences analysis using your chosen out-
come variable with two groups that you know were not aff ected by the 
program. You should fi nd zero impact of the program.

Additional Resources

 • For accompanying material to the book and hyperlinks to additional  resources, 
please see the Impact Evaluation in Practice website (http://www. worldbank 
.org / ieinpractice).

 • For more on the unspoken assumptions behind diff erence-in-diff erences, 
see the World Bank Development Impact Blog (http://blogs .worldbank.org 
/ impactevaluations).
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