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Matching

Constructing an Artifi cial Comparison Group

The method described in this chapter consists of a set of statistical tech-
niques that we will refer to collectively as matching. Matching methods 
can be applied in the context of almost any program assignment rules, as 
long as a group exists that has not participated in the program. Matching 
essentially uses statistical techniques to construct an artificial comparison 
group. For every possible unit under treatment, it attempts to fi nd a non-
treatment unit (or set of nontreatment units) that has the most similar 
 characteristics possible. Consider a case in which you are attempting to 
evaluate the impact of a job training program on income and have a data set, 
such as income and tax records, that contains both individuals that enrolled 
in the program and individuals that did not enroll. The program that you are 
trying to evaluate does not have any clear assignment rules (such as ran-
domized assignment or an eligibility index) that explain why some individ-
uals enrolled in the program and others did not. In such a context, matching 
methods will enable you to identify the set of nonenrolled individuals that 
look most similar to the treated individuals, based on the characteristics 
that you have available in your data set. These matched nonenrolled indi-
viduals then become the comparison group that you use to estimate the 
counterfactual.

Finding a good match for each program participant requires approximat-
ing as closely as possible the characteristics that explain that individual’s 
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decision to enroll in the program. Unfortunately, this is easier said than 
done. If the list of relevant observed characteristics is very large, or if each 
characteristic takes on many values, it may be hard to identify a match for 
each of the units in the treatment group. As you increase the number of 
characteristics or dimensions against which you want to match units that 
enrolled in the program, you may run into what is called the curse of 
 dimensionality. For example, if you use only three important characteristics 
to identify the matched comparison group, such as age, gender, and whether 
the individual has a secondary school diploma, you will probably find 
matches for all participants enrolled in the program in the pool of those who 
are not enrolled (the nonenrolled), but you run the risk of leaving out other 
potentially important characteristics. However, if you increase the list of 
characteristics—say, to include number of children, number of years of edu-
cation, number of months unemployed, number of years of experience, and 
so forth—your database may not contain a good match for most of the pro-
gram participants who are enrolled, unless it contains a very large number 
of observations. Figure 8.1 illustrates matching based on four characteris-
tics: age, gender, months unemployed, and secondary school diploma.

Propensity Score Matching

Fortunately, the curse of dimensionality can be quite easily solved using a 
method called propensity score matching (Rosenbaum and Rubin 1983). In 
this approach, we no longer need to try to match each enrolled unit to a 

Figure 8.1 Exact Matching on Four Characteristics
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nonenrolled unit that has exactly the same value for all observed control 
characteristics. Instead, for each unit in the treatment group and in the pool 
of nonenrolled, we compute the probability that this unit will enroll in the 
program (the so-called propensity score) based on the observed values of 
its characteristics (the explanatory variables). This score is a real number 
between 0 and 1 that summarizes the infl uence of all of the observed char-
acteristics on the likelihood of enrolling in the program. We should use only 
baseline observed characteristics to calculate the propensity score. This is 
because posttreatment characteristics might have been aff ected by the pro-
gram itself, and using such characteristics to identify the matched compari-
son group would bias the results. When the treatment aff ects individual 
characteristics and we use those to match, we choose a comparison group 
that looks similar to the treated group because of the treatment itself. 
Without the treatment, those characteristics would look more diff erent. 
This violates the basic requirement for a good estimate of the counterfac-
tual: the comparison group must be similar in all aspects, except for the fact 
that the treatment group receives the treatment and the comparison group 
does not.

Once the propensity score has been computed for all units, then units 
in the treatment group can be matched with units in the pool of nonen-
rolled that have the closest propensity score.1 These closest units become 
the comparison group and are used to produce an estimate of the 
 counterfactual. The propensity score–matching method tries to mimic 
the randomized assignment to treatment and comparison groups by 
choosing for the comparison group those units that have similar propensi-
ties to the units in the treatment group. Since propensity score matching 
is not a randomized assignment method but tries to imitate one, it belongs 
to the category of quasi-experimental methods.

The average diff erence in outcomes between the treatment or enrolled 
units and their matched comparison units produces the estimated impact of 
the program. In summary, the program’s impact is estimated by comparing 
the average outcomes of a treatment or enrolled group and the average out-
comes among a statistically matched subgroup of units, the match being 
based on observed characteristics available in the data at hand.

For propensity score matching to produce estimates of a program’s 
impact for all treated observations, each treatment or enrolled unit 
needs to be successfully matched to a nonenrolled unit.2 In practice, 
however, it may be the case that for some enrolled units, no units in the 
pool of nonenrolled have similar propensity scores. In technical terms, 
there may be a lack of common support, or lack of overlap, between the 
propensity scores of the treatment or enrolled group and those of the 
pool of nonenrolled.
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Figure 8.2 provides an example of lack of common support. First, we 
 estimate the likelihood that each unit in the sample enrolls in the program 
based on the observed characteristics of that unit: that is, the propensity 
score. The figure shows the distribution of propensity scores separately for 
enrolled and nonenrolled. The issue is that these distributions do not over-
lap perfectly. In the middle of the distribution, matches are relatively easy to 
find because there are both the enrolled and nonenrolled with these levels 
of propensity scores. However, enrollees with propensity scores close to 1 
cannot be matched to any nonenrolled because there are no nonenrolled 
with such high propensity scores. Intuitively, units that are highly likely to 
enroll in the program are so dissimilar to nonenrolling units that we cannot 
find a good match for them. Similarly, nonenrolled with propensity scores 
close to 0 cannot be matched to any enrollees because there are no enrollees 
with such low propensity scores. A lack of common support thus appears at 
the extremes, or tails, of the distribution of propensity scores. In this case, 
the matching procedure estimates the local average treatment eff ect (LATE) 
for observations on the common support.

The steps to be taken when applying propensity score matching are sum-
marized in Jalan and Ravallion (2003).3 First, you will need representative 
and highly comparable surveys in which it is possible to identify the units 
that enrolled in the program and those that did not. Second, you pool the 
two samples and estimate the probability that each individual enrolls in 

Figure 8.2 Propensity Score Matching and Common Support

Nonenrolled

Common support

Propensity score0 1

D
en

si
ty

Enrolled



Matching 147

the  program, based on individual characteristics observed in the survey. 
This step yields the propensity score. Third, you restrict the sample to units 
for which common support appears in the propensity score distribution. 
Fourth, for each enrolled unit, you locate a subgroup of nonenrolled units 
that have similar propensity scores. Fifth, you compare the outcomes for the 
treatment or enrolled units and their matched comparison or nonenrolled 
units. The diff erence in average outcomes for these two subgroups is the 
measure of the impact that can be attributed to the program for that particu-
lar treated observation. Sixth, the mean of these individual impacts yields 
an estimate of the local average treatment eff ect. In practice, commonly 
used statistical programs include preprogrammed commands that run 
steps 2 through 6 automatically.

Overall, it is important to remember three crucial issues about matching. 
First, matching methods can use only observed characteristics to construct 
a comparison group, since unobserved characteristics cannot be taken into 
account. If there are any unobserved characteristics that aff ect whether a 
unit enrolls  in the program and also aff ect the outcome, then the impact 
estimates obtained with the matched comparison group would be biased. 
For a matching result to be unbiased, it requires the strong assumption that 
there are no unobserved diff erences in the treatment and comparison 
groups that are also associated with the outcomes of interest.

Second, matching must be done using only characteristics that are not 
aff ected by the program. Most characteristics that are measured after 
the start of the program would not fall into that category. If baseline (pre-
intervention) data are not available and the only data are from after the 
intervention has started, the only characteristics we will be able to use to 
construct a matched sample are those (usually few) characteristics that 
are unaff ected by a program, such as age and gender. Even though we 
would like to match on a much richer set of characteristics, including 
the outcomes of interest, we cannot do so because those are potentially 
aff ected by the intervention. Matching solely based on postintervention 
characteristics is not recommended. If baseline data are available, we can 
match based on a richer set of characteristics, including the outcomes of 
interest. Given that the data are collected before the intervention, those 
preintervention variables cannot have been aff ected by the program. 
However, if baseline data on outcomes are available, you should not use 
the matching method by itself. You should combine it with diff erence-
in-diff erences to reduce the risk of bias. This procedure is discussed in 
the next section.

Third, the matching method’s estimation results are only as good as 
the characteristics that are used for matching. While it is important to be 
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able to match using a large number of characteristics, even more impor-
tant is to be  able to match on the basis of characteristics that deter-
mine enrollment. The more we understand about the criteria used for 
participant selection, the better we will be able to construct the matched 
comparison group.

Combining Matching with Other Methods

Although the matching technique requires a significant amount of data and 
carries a signifi cant risk of bias, it has been used to evaluate development 
programs in a wide array of settings. The most convincing uses of matching 
are those that combine matching with other methods and those that use the 
synthetic control method. In this section, we will discuss matched diff er-
ence-in-diff erences and the synthetic control method.

Matched Difference-in-Differences

When baseline data on outcomes are available, matching can be combined 
with diff erence-in-diff erences to reduce the risk of bias in the estimation. 
As discussed, simple propensity score matching cannot account for unob-
served characteristics that might explain why a group chooses to enroll in a 
program and that might also aff ect outcomes. Matching combined with 
diff erence-in-diff erences at least takes care of any unobserved characteris-
tics that are constant across time between the two groups. It is implemented 
as follows:

1. Perform matching based on observed baseline characteristics (as 
discussed).

2. For each enrolled unit, compute the change in outcomes between the 
before and after periods (fi rst diff erence).

3. For each enrolled unit, compute the change in outcomes between the 
before and after periods for this unit’s matched comparison (second 
diff erence).

4. Subtract the second diff erence from the fi rst diff erence; that is, apply the 
diff erence-in-diff erences method.

5. Finally, average out those double diff erences.

Boxes 8.1 and 8.2 provide examples of evaluations that used the matched 
diff erence-in-diff erences method in practice.
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Box 8.1: Matched Difference-in-Differences: Rural Roads and 
Local Market Development in Vietnam

Mu and Van de Walle (2011) used propen-
sity score matching in combination with 
 difference-in-differences to estimate the 
impact of a rural road program on local 
 market development at the commune level. 
From 1997 to 2001, the Vietnamese govern-
ment rehabilitated 5,000 kilometers of rural 
roads. The roads were selected according to 
cost and population density criteria.

Since the communes that benefi ted from 
the rehabilitated roads were not randomly 
selected, the researchers used propensity 
score matching to construct a comparison 
group. Using data from a baseline survey, the 
researchers found a variety of factors at the 
commune level that infl uenced whether a 
road in the commune was selected for the 
program, such as population size, share of 
ethnic minorities, living standards, density of 
existing roads, and presence of passenger 
transport. They estimated propensity scores 
based on these characteristics and limited the 
sample size to the area of common support. 

This yielded 94 treatment and 95 compari-
son communes. To further limit the poten-
tial selection bias, the researchers used 
 difference-in-differences to estimate the 
change in local market conditions.

Two years after the program, the results 
indicated that the road rehabilitation led to 
signifi cant positive impacts on the presence 
and frequency of local markets and the avail-
ability of services. New markets developed 
in 10 percent more treatment communes 
than comparison communes. In treatment 
communes, it was more common for house-
holds to switch from agricultural to more 
service-related activities such as tailoring 
and hairdressing. However, the results var-
ied substantially across communes. In 
poorer communes, the impacts tended to 
be higher due to lower levels of initial market 
development. The researchers concluded 
that small road improvement projects can 
have larger impacts if targeted at areas with 
an initially low market development.

Source: Mu and Van de Walle 2011.

Box 8.2: Matched Difference-in-Differences: Cement Floors, 
Child Health, and Maternal Happiness in Mexico

The Piso Firme program in Mexico offers 
households with dirt fl oors up to 50 square 
meters of concrete fl ooring (see box 2.1). 
Piso Firme began as a local program in the 
state of Coahuila, but was adopted nation-
ally. Cattaneo and others (2009) took advan-
tage of the geographic variation to evaluate 

the impact of this large-scale housing 
improvement effort on health and welfare 
outcomes.

The researchers used the difference-
in-differences method in conjunction with 
matching to compare households in Coahuila 
with similar families in the neighboring state 

(continued)
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The Synthetic Control Method

The synthetic control method allows for impact estimation in settings 
where a single unit (such as a country, a fi rm, or a hospital) receives an inter-
vention or is exposed to an event. Instead of comparing this treated unit to 
a group of untreated units, the method uses information about the charac-
teristics of the treated unit and the untreated units to construct a “syn-
thetic,” or artifi cial, comparison unit by weighting each untreated unit in 
such a way that the synthetic comparison unit most closely resembles the 

of Durango, which at the time of the survey 
had not yet implemented the program. To 
improve comparability between the treat-
ment and comparison groups, the research-
ers limited their sample to households in 
the neighboring cities that lie just on 
either side of the border between the two 
states. Within this sample, they used match-
ing techniques to select treatment and com-
parison blocks that were the most similar. 
The pretreatment characteristics they used 
were the proportion of households with dirt 
fl oors, number of young children, and num-
ber of households within each block.

In addition to matching, the researchers 
used instrumental variables to recover the 
local average treatment effect from the intent-
to-treat effect. With the offer of a cement 
fl oor as an instrumental variable for actually 
having cement fl oors, they found that the pro-
gram led to an 18.2 percent reduction in the 
presence of parasites, a 12.4 percent reduc-
tion in the prevalence of diarrhea, and a 19.4 
percent reduction in the prevalence of ane-
mia. Furthermore, they were able to use vari-
ability in the amount of total fl oor space 
actually covered by cement to predict that a 
complete replacement of dirt fl oors with 

cement fl oors in a household would lead to a 
78 percent reduction in parasitic infestations, 
a 49 percent reduction in diarrhea, an 81 per-
cent reduction in anemia, and a 36 percent to 
96 percent improvement in child cognitive 
development. The authors also collected data 
on adult welfare and found that cement fl oors 
make mothers happier, with a 59 percent 
increase in self-reported satisfaction with 
housing, a 69 percent increase in self-
reported satisfaction with quality of life, a 52 
percent reduction on a depression assess-
ment scale, and a 45 percent reduction on a 
perceived stress assessment scale.

Cattaneo and others (2009) concluded 
by illustrating that Piso Firme has a larger 
absolute impact on child cognitive develop-
ment at a lower cost than Mexico’s large-
scale conditional cash transfer program, 
Oportunidades/Progresa, as well as 
 comparable programs in nutritional supple-
mentation and early childhood cognitive 
stimulation. The cement fl oors also pre-
vented more parasitic infections than the 
common deworming treatment. The authors 
state that programs to replace dirt fl oors 
with cement fl oors are likely to improve child 
health cost-effectively in similar contexts.

Source: Cattaneo and others 2009.

Box 8.2: Matched Difference-in-Differences: Cement Floors, Child Health, and Maternal Happiness 

in Mexico (continued)



Matching 151

treated unit. This requires a long series of observations over time of the 
characteristics of both the treated unit and the untreated units. This combi-
nation of comparison units into a synthetic unit provides a better compari-
son for the treated unit than any untreated unit individually. Box 8.3 provides 
an example of an evaluation that used the synthetic control method.

Box 8.3: The Synthetic Control Method: The Economic Effects of 
a Terrorist Confl ict in Spain

Abadie and Gardeazabal (2003) used the syn-
thetic control method to investigate the eco-
nomic effects of the terrorist confl ict in the 
Basque Country. In the early 1970s, the 
Basque Country was one of the richest 
regions in Spain; however, by the late 1990s, 
after 30 years of confl ict, it had dropped to 
the sixth position in per capita gross domes-
tic product (GDP). At the onset of terrorism in 
the early 1970s, the Basque Country differed 
from other Spanish regions in characteristics 
that are thought to be related to potential for 

economic growth. Therefore a comparison of 
GDP growth between the Basque economy 
and the rest of Spain would refl ect both the 
effect of  terrorism and the effect of these dif-
ferences in economic growth determinants 
before the onset of terrorism. In other words, 
the  difference-in-differences approach would 
yield biased results of the impact of terrorism 
on economic growth in the Basque Country. 
To deal with this situation, the authors used a 
combination of other Spanish regions to con-
struct a “synthetic” comparison region.

Source: Abadie and Gardeazabal 2003.

 Evaluating the Impact of HISP: Using Matching Techniques

Having learned about matching techniques, you may wonder whether you 
could use them to estimate the impact of the Health Insurance Subsidy 
Program (HISP). You decide to use some matching techniques to select a 
group of nonenrolled households that look similar to the enrolled house-
holds based on baseline observed characteristics. To do this, you use your 
statistical software’s matching package. First, it estimates the probability 
that a household will enroll in the program based on the observed values 
of characteristics (the explanatory variables), such as the age of the house-
hold head and of the spouse, their level of education, whether the head of 
the household is a female, whether the household is indigenous, and so on.

We will carry out matching using two scenarios. In the fi rst scenario, 
there is a large set of variables to predict enrollment, including socioeco-
nomic household characteristics. In the second scenario, there is little 
information to predict enrollment (only education and age of the 
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household head). As shown in table 8.1, the likelihood that a household is 
enrolled in the program is smaller if the household is older, more edu-
cated, headed by a female, has a bathroom, or owns larger amounts of 
land. By contrast, being indigenous, having more household members, 
having a dirt floor, and being located further from a hospital all increase 
the likelihood that a household is enrolled in the program. So overall, it 
seems that poorer and less-educated households are more likely to be 
enrolled, which is good news for a program that targets poor people.

Now that the software has estimated the probability that each house-
hold is enrolled in the program (the propensity score), you check the dis-
tribution of the propensity score for the enrolled and matched comparison 
households. Figure 8.3 shows that common support (when using the full 
set of explanatory variables) extends across the whole distribution of the 
propensity score. In fact, none of the enrolled households fall outside the 
area of common support. In other words, we are able to fi nd a matched 
comparison household for each of the enrolled households.

Table 8.1 Estimating the Propensity Score Based on Baseline Observed 

Characteristics

Dependent variable: Enrolled = 1

Full set of 

explanatory 

variables

Limited set of 

explanatory 

variables

Explanatory variables: Baseline 

observed characteristics Coeffi cient Coeffi cient

Head of household’s age (years) −0.013** −0.021**

Spouse’s age (years) −0.008** −0.041**

Head of household’s education (years) −0.022**

Spouse’s education (years) −0.016*

Head of household is female =1 −0.020

Indigenous = 1 0.161**

Number of household members 0.119**

Dirt fl oor = 1 0.376**

Bathroom = 1 −0.124**

Hectares of land −0.028**

Distance to hospital (km) 0.002**

Constant −0.497** 0.554**

Note: Probit regression. The dependent variable is 1 if the household enrolled in HISP, and 
0  otherwise. The coeffi cients represent the contribution of each listed explanatory variable to 
the probability that a household enrolled in HISP.

Signifi cance level: * = 5 percent, ** = 1 percent.
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You decide to use nearest neighbor matching; that is, you tell the soft-
ware to locate, for each enrolled household, the nonenrolled household 
that has the closest propensity score to the enrolled household. The soft-
ware now restricts the sample to those households in the enrolled and 
nonenrolled groups for which it can find a match in the other group.

To obtain the estimated impact using the matching method, you first 
compute the impact for each enrolled household individually (using each 
household’s matched comparison household), and then average those indi-
vidual impacts. Table 8.2 shows that the impact estimated from applying 
this procedure is a reduction of US$9.95 in household health expenditures.

Finally, the software also allows you to compute the standard error on 
the estimated impact using linear regression (table 8.3).4

You realize that you also have information on baseline outcomes in 
your survey data, so you decide to carry out matched diff erence-in- 
diff erences in addition to using the full set of explanatory variables. That 
is, you compute the diff erence in household health expenditures at fol-
low-up between enrolled and matched comparison households; you 
compute the diff erence in household health expenditures at baseline 
between enrolled and matched comparison households; and then you 
compute the diff erence between these two diff erences. Table 8.4 shows 
the result of this matched diff erence-in-diff erences approach.

Figure 8.3 Matching for HISP: Common Support
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Table 8.2 Evaluating HISP: Matching on Baseline Characteristics and 

Comparison of Means

Enrolled Matched comparison Difference

Household health 
expenditures (US$)

7.84 17.79 
(using full set of 

explanatory variables)

−9.95

19.9 
(using limited set of 

explanatory variables)

−11.35

Note: This table compares mean household health expenditures for enrolled households and 
matched comparison households.

Table 8.3 Evaluating HISP: Matching on Baseline Characteristics and 

Regression Analysis

Linear regression 

(Matching on full set of 

explanatory variables)

Linear regression 

(Matching on limited set 

of explanatory variables)

Estimated impact on 
household health 
expenditures (US$)

−9.95**
(0.24)

−11.35**
(0.22)

Note: Standard errors are in parentheses. Signifi cance level: ** = 1 percent.

Table 8.4 Evaluating HISP: Difference-in-Differences Combined with 

Matching on Baseline Characteristics

Enrolled

Matched 

comparison 

using full set 

of explanatory 

variables Difference

Household health 
expenditures 
(US$)

Follow-up 7.84 17.79 −9.95

Baseline 14.49 15.03 0.54

Matched 
difference-in-
differences = 

−9.41**

(0.19)

Note: Standard error is in parentheses and was calculated using linear regression. Signifi cance 

level: ** = 1 percent.
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Limitations of the Matching Method

Although matching procedures can be applied in many settings, regardless 
of a program’s assignment rules, they have several serious shortcomings. 
First, they require extensive data sets on large samples of units, and even 
when those are available, there may be a lack of common support between 
the treatment or enrolled group and the pool of nonparticipants. Second, 
matching can only be performed based on observed characteristics; by 
definition, we cannot incorporate unobserved characteristics in the calcula-
tion of the propensity score. So for the matching procedure to identify a 
valid comparison group, we must be sure that no systematic diff erences in 
unobserved characteristics between the treatment units and the matched 
comparison units exist5 that could influence the outcome (Y). Since we 
 cannot prove that there are no such unobserved characteristics that aff ect 
both participation and outcomes, we must assume that none exist. This is 
usually a very strong assumption. Although matching helps control for 
observed background characteristics, we can never rule out bias that stems 
from unobserved characteristics. In summary, the assumption that no selec-
tion bias has occurred stemming from unobserved characteristics is very 
strong, and most problematically, it cannot be tested.

Matching alone is generally less robust than the other evaluation meth-
ods we have discussed, since it requires the strong assumption that there are 
no unobserved characteristics that simultaneously aff ect program partici-
pation and outcomes. Randomized assignment, instrumental variable, 
and  regression discontinuity design, on the other hand, do not require 
the  untestable assumption that there are no such unobserved variables. 

 HISP Question 7

A. What are the basic assumptions required to accept these results based 
on the matching method?

B. Why are the results from the matching method diff erent if you use the 
full versus the limited set of explanatory variables?

C. What happens when you compare the result from the matching 
method with the result from randomized assignment? Why do you 
think the results are so diff erent for matching on a limited set of 
explanatory variables? Why is the result more similar when matching 
on a full set of explanatory variables?

D. Based on the result from the matching method, should HISP be scaled 
up nationally?
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They  also do not require such large samples or as extensive background 
characteristics as propensity score matching.

In practice, matching methods are typically used when randomized 
assignment, instrumental variable, and regression discontinuity design 
options are not possible. So-called ex post matching is very risky when no 
baseline data are available on the outcome of interest or on background 
characteristics. If an evaluation uses survey data that were collected after 
the start of the program (that is, ex post) to infer what people’s background 
characteristics were at baseline, and then matches the treated group to a 
comparison group using those inferred characteristics, it may inadvertently 
match based on characteristics that were also aff ected by the program; in 
that case, the estimation result would be invalid or biased.

By contrast, when baseline data are available, matching based on baseline 
background characteristics can be very useful when it is combined with other 
techniques, such as diff erence-in-diff erences, which allows us to correct for 
diff erences between the groups that are fi xed over time. Matching is also 
more reliable when the program assignment rule and underlying variables 
are known, in which case matching can be performed on those variables.

By now, it is probably clear that impact evaluations are best designed before 
a program begins to be implemented. Once the program has started, if one has 
no way to influence how it is allocated and no baseline data have been col-
lected, few, if any, rigorous options for the impact evaluation will be available.

Checklist: Matching

Matching relies on the assumption that enrolled and nonenrolled units are 
similar in terms of any unobserved variables that could aff ect both the prob-
ability of participating in the program and the outcome.

¸ Is program participation determined by variables that cannot be 
observed? This cannot be directly tested, so you will need to rely on the-
ory, common sense, and good knowledge of the setting of the impact 
evaluation for guidance.

¸ Are the observed characteristics well balanced between matched sub-
groups? Compare the observed characteristics of each treatment and its 
matched comparison group of units at baseline.

¸ Can a matched comparison unit be found for each treatment unit? Check 
whether suffi  cient common support exists in the distribution of the pro-
pensity scores. Small areas of common support indicate that enrolled and 
nonenrolled persons are very diff erent, and that casts doubt as to whether 
matching is a credible method.
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Additional Resources

 • For accompanying material for this book and hyperlinks to additional resources, 
please see the Impact Evaluation in Practice website (http://www.worldbank 
.org / ieinpractice).

 • For more information on matching, see Rosenbaum, Paul. 2002. Observational 
Studies, second edition. Springer Series in Statistics. New York: Springer-Verlag.

 • For more on implementing propensity score matching, see Heinrich,  Carolyn, 
Alessandro Maffi  oli, and Gonzalo Vásquez. 2010. “A Primer for Applying 
Propensity-Score Matching. Impact-Evaluation Guidelines.” Technical Note 
IDB-TN-161, Inter-American Development Bank, Washington, DC.

Notes

1. Technical note: In practice, many definitions of what constitutes the closest or 
nearest unit are used to perform matching. The nearest comparison units can be 
defined based on a stratification of the propensity score—the identification of 
the treatment unit’s nearest neighbors, based on distance, within a given 
radius—or using kernel techniques. It is considered good practice to check 
the robustness of matching results by using various matching algorithms. See 
Rosenbaum (2002) for more details.

2. The discussion on matching in this book focuses on one-to-one matching. 
Various other types of matching, such as one-to-many matching or replacement/
nonreplacement matching, will not be discussed. In all cases, however, the 
conceptual framework described here would still apply.

3. A detailed review of matching can be found in Rosenbaum (2002).
4. Technical note: When the enrolled units’ propensity scores are not fully covered 

by the area of common support, standard errors should be estimated using 
bootstrapping rather than linear regression.

5. For readers with a background in econometrics, this means that participation is 
independent of outcomes, given the background characteristics used to do the 
matching.
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